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Many authors have stressed the importance of using seasonally unadjusted data in modelhng 
time series. However, few seasonal multivariate methodologies are currently available. In this 
paper, we extend the Bayesian Vector Autoregressive (BVAR) methodology of Litterman (1979, 
1984, 1986), Doan, Litterman, and Sims (19841, and Sims (1989) to the context of seasonal time 
series. We examine some possible modifications to the regular Litterman’s priors along three 
time domain specifications often encountered in seasonal time series modelling. We assess the 
forecasting performance of the seasonal BVAR models in the context of a monthly model of the 
U.S. economy (1967:1-1989:9), comprising both seasonal and nonseasonal variables. 

1. Introduction 

A very large proportion of applied researchers base their work on officially 
adjusted time series. Yet, many authors have stressed the importance of 
using unadjusted time series to model economic phenomena. For instance, 
Sims (1974) and Wallis (1974) have documented that the official seasonal 
adjustment procedure can result in biases in the estimated dynamic relation- 
ships. Ghysels 0988) has clarified the nature of the problems associated with 
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the first variable, the following m ones to the second, etc. Since cx is indexed 
by t, this formulation implies that the VAR coefficients hi,/ are now 
time-varying (for ease of exposition, the individual coefficients will not be 
indexed by t>. Corresponding to each equation of the VAR model, we have a 
pair of measurement and transition equations: 

Y, = z,q + 5,) (2.1) 
t = l,...,T, 

“t=“I-r+Urt (2.2) 

where yt is the variable to be explained and Z, is a vector of all the VAR 
right-hand-side variables (the lagged values of all the variables of the system 
plus the constant term). For example, for the first equation of the VAR 
system, we have y, =xIr and Z, = [.xIr_r,. . ., xIt+, . . . , xkt_r,. . . , x~~_~, 11. 
5, and U, are normally distributed white noise error terms. By providing a 
convenient set of recursive prediction and updating equations [see Harvey 
(1981, 1989& the Kalman filter framework nicely fits most forecasting tasks. 
However, to start the Kalman filter iterations and obtain MMSLE (Minimum 
Mean Square Linear Estimator) predictions of y, given information available 
at t - 1, we have to specify the initial (Y,, (more precisely, its mean a, and its 
associated variance-covariance matrix PO> as well as the variance-covariance 
matrix of u, (labelled Q). For simplicity, it is assumed that the scalar u2, the 
variance of tr, is a known tixed quantity (to be replaced in practice by the 
estimated variance of a fixed-coefficient autoregressive model for variable yX3 
The vector a, and the matrices PO and Q will be loosely referred to as the 
initial a priori information. 

Following Litterman, these priors are not based on economic theory but 
rest on some empirical regularities. For example, according to Litterman 
0979) and Nelson and Plosser (19821, most macroeconomic variables can be 
approximated by the simple discrete random walk model with drift.4 For a 
representative equation of system (11, this takes the form 

(3) 

3Harvey (1981) assumes that the variances of 5, and U, are, respectively, given by (r’h, and 
rrzQ. To simplify the analysis, we have assumed a constant variance for 5, (thus set h, = 1) and 
set the second term to Q only. 

4This proposition is currently the object of a close examination. Nelson and Plosser (1982) 
have documented that most macroeconomic time series are characterized by a unit root. Perron 
(1989) has recently provided some evidence that this empirical regularity is not as general as we 
originally thought, evidence that was criticized by Christian0 (1990). Ghysels (1990) also provides 
some evidence against the unit root hypothesis which is an artefact of the smoothing produced 
by the official seasonal adjustment procedure. Still, it is fair to say that the random walk is a 
fairly good approximation. 
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More specifically, the prior mean a, for the ith equation will be centred on 
the elements hj [ (I = 1,. . . , m, j = 1,. . . , 
and zero other&se.5 

k) equal to one for j = i and 1 = 1, 

At first glance, this information appears to be rather restrictive and may 
not be appropriate for all series investigated.6 If necessary, it would be 
desirable to depart from this initial prior by letting longer delays or cross- 
effects have some influence. This can be accomplished by relaxing the 
effective degree of tightness of the dispersion associated with each prior 
mean. A general formulation of the prior variance-covariance matrix associ- 
ated with a, is given by 

SQRT{K4R[h(j,Z)]]=TIGHT~OTHER~D(I)++i/~), (4) 

where 

TIGHT 

OTHER 

D(l) 

is the overall tightness parameter. It is the standard deviation of 
the coefficient of variable i in equation i lagged once, e.g., X,_, 
in eq. (3). 
allows the imposition of a tighter standard error on the jth 
variable in equation i; it operates only when i f j. 

is a distributed lag function that tightens the standard errors as 
the lag length increases. For example, the harmonic specification 
corresponds to D(I) = ZpDECAY, where DECAY is a constant. 
Note that D(1) = 1. 
adjusts the a priori information to the relative scale of the vari- 
ables, where Gi is the estimated standard error of a univariate AR 
model for variable i and Gj is the same statistic computed for 
variable j. 

The standard error associated with the constant term is given by 

SQRT{ VAR[ h,]} = TIGHT. CONREL . &, (5) 

?n practice, h, is set to zero but since its initial prior variance is kept loose, we will eventually 
get the limiting form described by eq. (3). 

6For example, according to Granger and Engle (1987), the BVAR methodology could impose 
too many unit roots; however, this cointegration property depends crucially on the set of 
variables used. For example, Stock and Watson (1989) have found no cointegration factors in a 
set of four loosely related economic indicators (industrial production, personal income, manufac- 
turing and trade sales, employee-hours in nonagricultural establishments); they proceeded by 
first differencing all the variables, imposing a strong prior of four unit roots. Much of the 
evidence of cointegration was reported for bivariate and small systems where economic theory 
has a large input (for example, consumption and income, short-term and long-term interest 
rates). Our system is much looser and is in spirit similar to the one reported by Stock and 
Watson. 
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and is thus proportional to the standard error of the error term of the 
left-hand-side variable i. Finally, the variance-covariance matrix of the 
disturbance U, of the transition equation is set to 

Q = TUR2P,, (6) 

and is proportional to PO. The initial priors are thus functions of the 
so-called hyperparameters [TIGHT, OTHER, DECAY, CONREL, WAR] 
which are usually treated as unknown constants. 

2.2. Estimation strategy 

Sims (1989) estimates these unknown parameters by maximizing the likeli- 
hood function, but argues that ‘maximum likelihood is justifiable only as an 
approximation to a Bayesian procedure or as a device for summarizing a 
likelihood function’. More precisely, the log likelihood (excluding constants) 
of the representative equation can be written as [see Harvey (1981, p. 1411 

T T 

bL(Y) = -; c logft-i c (4/fJ? (7) 
t=1 t=1 

where u, = yt - ytlt- 1 and f, is the variance of u,. In fact, Sims maximizes 
the sum of the k individual likelihood functions ignoring, for computational 
reasons, the covariance between the error terms of the different equations. It 
is interesting to note that the last term of eq. (7) consists of the sum of 
one-step-ahead forecast errors squared weighted by their variance. Large 
errors will not penalize the likelihood as long as they are associated with 
large variances. 

As an alternative estimation procedure, Doan, Litterman, and Sims (1984) 
seek hyperparameters that minimize the sum of one-step-ahead root-mean- 
squared errors over the system of k equations. 7 This criterion thus consists of 
a sum of unweighted forecast errors and was also retained in most BVAR 
applications. 

‘To be precise, this criterion differs from the one used by Doan, Litterman, and Sims (1984). 
They choose to minimize the log-determinant of the matrices of summed cross-products of 
one-step-ahead forecast errors. More explicitly, starting from period t, they defined ,I?,+~ = 

(rgr+k -Y,+~) and E, = tcT=r sfis+k sDi+-k ) The k-step-ahead determinant is the log of the 
determinant of Ek. This criterion has been criticized by Cooley (1984) and we have experienced 
some problems using it. Instead, we use the trace of E,. This corresponds to the view expressed 
recently by Sims (1989), where he adds up individual likelihood functions, assuming indepen- 
dence of all disturbances across equations. 
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2.3. Other practical considerations 

A BVAR model will often include variables determined in auction markets 
(T-bills, exchange rate, etc.), and they must be the object of a special 
treatment. For example, instead of using a discrete random walk prior, Sims 
(1989) has proposed a discrete specification resulting from the time averaging 
of a random walk process operating on a shorter interval. For instance, if the 
true random walk process is defined over a daily interval but the estimations 
are carried on monthly averages, we will approximately get the coefficients 
given by the AR representation (in levels) of an ARIMA(0, 1,l) model with a 
moving-average coefficient equal to 0.2679. For the m = 24 case, the prior 
mean given by eq. (3) is replaced by X, = h, + 1.2679X,_ 1 - 0.3397X,_, + 
0.0910x,_, - . * * -0.8877E-13X,_,, + e,. In fact, Sims (1989) uses this form 
of prior for all the variables of his BVAR system and reports interesting 
improvements in forecast performances; we will follow the same strategy. In 
addition, the auction nature of these series implies a behavior that is often 
independent of observed past information. Consequently, it is preferable to 
introduce additional tightening around the initial prior mean. Specifically, if 
we have such a left-hand-side variable, we will adjust the initial prior 
variance-covariance matrix as 

WIENER =PO. (8) 

Other modifications of the initial prior mean and variance were also exam- 
ined, but due to their very weak impact they were not considered in this 
paper.8 

3. The seasonal case 

The priors exposed so far apply to variables that are naturally nonseasonal 
(for example, interest rates) or that have been adjusted for seasonal varia- 

8For example, following Sims (19891, we have considered including a DUMMY prior. Specifi- 
cally, the matrix Pa specified so far is diagonal, implying that we have not introduced any 
covariance terms. This convenient independence assumption, made by Litterman (1979), implies 
a degree of uncertainty for the forecasts of the left-hand-side variable much higher than our 
prior mean will deliver. To adjust for this feature, Sims (1989) has introduced an intuitive and 
operational procedure based on a dummy observation [the reader is referred to Sims (1989, p. 8) 
for a complete discussion of this feature]. After setting up the initial prior matrix PO, we use the 
model to forecast the period t = m + 1, replace the actual values of the series at 1= m + 1 by the 
forecasts multiplied by a scale factor DUMMY, and do one pass of the Kalman filter. Since no 
errors are made, the Kalman filter makes the posterior mean the prior mean but proceeds to 
some adjustments to the posterior variance, essentially by introducing small off-diagonal ele- 
ments. The DUMMY parameter is expected to be close to one. Sims (1989) mentions that this 
prior was helpful in his likelihood maximization. It turns out that in the context of our RMSE 
searches, the DVh4MY parameter did not have much influence and we set it to a relatively loose 
value of one. 
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tions; we will refer to these priors as the regular ones. For a purely seasonal 
environment (all the variables examined display some kind of seasonal 
variation), the prior distribution has to be modified. Unlike the regular case, 
it is difficult to pick at this stage a unique seasonal prior mean. We will argue 
that the seasonal environment is less homogeneous and can be accommo- 
dated by different specifications. For example, Ghysels (1990) nicely summa- 
rizes four possible candidates. Since we want to find an approach that keeps 
the spirit of the BVAR methodology, we will concentrate on three often-used 
specifications. 

3.1. The multiplicative case 

In our search for a proper seasonal prior, we first examined the empirical 
work based on the Box and Jenkins (1970) methodology and especially the 
class of multiplicative ARMA models. It is fair to say that this approach has 
been quite successful in a seasonal context. We can find numerous applica- 
tions and tests of this methodology (covering a broad spectrum of economic 
time series). The models are also well-covered in most time series textbooks 
and implemented in many times series estimation packages. Finally, they are 
often used as a benchmark when new techniques are proposed. An important 
step of this methodology is the initial transformation of the series investi- 
gated to achieve stationarity. Most of the time, researchers apply the multi- 
plicative transformation (1 - LX1 -L?, and then proceed to capture the 
correlation left in the resulting series: they often end up with the now famous 
airline specification.’ As a starting point, we will follow, in a BVAR fashion, 
the same strategy. For the coefficients of the representative equation, we are 
going to use the prior mean 

X, =X,_, +X,_,, -X,_,, + e,, 

and try to improve its forecasting performance by allowing other delays and 
cross-variables effects. More specifically, the prior mean a, for the ith 
equation will be centred on the elements hi,, (I= 1,. . . , m, j = 1,. . . , k) 
equal to one for 1 = 1,12 and minus one for I= 13, both for j = i. All other 
coefficients are set to zero. As in the regular case, we want to depart from 

‘For example, and Ledolter and Tiao Box (1979) this transformation 
to U.S. housing of single Granger Newbold (1986) it to 

series of currency by the Shumway (1988) the index industrial 
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this configuration; the necessary flexibility is introduced by the prior disper- 
sion matrix PO associated with the prior mean a,. Thus, 

where TIGHT, OTHER, and ei/Gj are defined as in the regular case [see eq. 
(4)l and 

SD(a) is a geometric distributed lag function that tightens the standard 
errors on a yearly basis. SD(a) = SDECAY”-’ where SDECAY is a 
constant. a is a yearly index which is equal to one for the first 12 
lags, two for the lags comprised between 13 and 24, etc. SD(a) plays 
the role of the D(1) function introduced in the regular case but 
operates on years instead of months. 

TS(l) is a seasonal decay function defined as lpTooTH for 1= 1,2,. . . , s - 1 
and (I - ll)FTooTH at 1= 12,13,. . . ,2s - 1, etc. Note that TS(1) = 
TS(12) = TS(24) = 1. 

The TS(1) decay is the representation of a conjecture that tries to capture 
the following time domain regularity often used for illustrative purposes. 
Suppose we want to model the August value of some indicator. We could link 
it to the July figure and to a lesser extent to the June one. We do not expect 
the December number of the same year to be of much help. However, the 
value recorded for the same month of the previous year could be quite 
useful. Put differently, as we depart from time t - 1, the priors are progres- 
sively tightened to reflect the fact that longer lags should play a lesser role in 
the explanation of the current left-hand-side variable. This prior reaches a 
low at s - 1. At the important seasonal lag s, the standard error jumps back 
to its t - 1 level. Starting from t - s - 1, the same exercise is repeated but is 
now scaled by the overall decay function SD(Z). This tooth-saw specification 
tries to capture the empirical regularity of seasonal series, i.e., lags 1, 12, and 
sometimes 24 routinely stand up in a regression with seasonal data (see fig. 1 
for an illustration).r” Again, this does not mean that the other coefficients are 
excluded a prioti; if necessary, our flexible framework should accommo- 

“Practical experience also shows the lag 13 often stands up in the estimation of simple AR 
models in levels. For this reason, we have slightly modified eq. (10) in such a way that SD(a) 
equals one for the first 13 lags (instead of 12) and TSfl) = TS(12) = TS(13) = TS(24) = 1. This 
will allow lag 13 to exert some influence. In an earlier version of this paper, we have 
experimented with a U-shape prior (in place of the current tooth-saw one) which gives more 
weight to lags 10, 11, 22, and 23. However, it did not perform very well and was abandoned in 
favour of the current one. 
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Fig. 1. Prior standard errors. The regular line corresponds to the regular standard error prior 
with DECAY= 1.0; the dotted one refers to the seasonal case with SDECAY= 0.7 and 

TOOTH = 1.0. 

date other coefficients. As in the regular case, the best hyperparameters 
(TIGHT, OTHER, SDECAY, TOOTH) are set after a forecasting search. 

3.2. The random walk plus dummies specification 

The (1 - L)(l - _L12) prior mean specification retained so far is the result 
of casual empirical investigation,” and was not the object of much rigourous 
statistical investigation except for the test proposed by Hasza and Fuller 
(1982). It must be recognized [see, for example, Abraham and Ledolter 
(198311 that this transformation implicitly assumes the existence of two unit 
roots at the zero frequency and one unit root at all relevant seasonal 
frequencies. This is not necessarily the case, as illustrated by Hylleberg et al. 
(1990) who propose a general unit root testing procedure along the lines of 
Dickey and Fuller (1979). In other words, we do not always need the 
(1 - LX1 - L12) transformation to achieve stationarity. For example, the 
seasonality present in a series could be mostly accounted for by deterministic 

“The choice of the transformation is usually decided after inspection of the estimated 
autocorrelation coefficients. A slowly decaying pattern is an indication that additional differenc- 
ing should be applied. 


